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The reuse of software requirements is an essential practice to increase efficiency and consistency in the development of similar systems.
However, adapting previously specified requirements to new contexts still demands considerable effort in analysis and reformulation
by requirements engineers. This study investigates the potential of large language models (LLMs), particularly ChatGPT, to support and
automate requirements reuse through the transformation of existing use cases into user stories across similar platforms in the context
of Brazilian public administration. To this end, a comparative exploratory study was conducted between two approaches: (i) manual
reuse of requirements, performed by human experts, and (ii) automated reuse assisted by ChatGPT, using the same set of requirements
from an existing platform as a basis. The comparison considers criteria such as precision, recall, human effort involved and quantity of
information. Thus, this study contributes to the understanding of the role of Al in Requirements Engineering, particularly regarding

requirements reuse, and proposes a reusable prompt to support this task.
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1 Introduction

The digital transformation in Brazilian public administration has driven initiatives to promoting greater efficiency,

transparency, and satisfaction in public services. The Chief Scientist Program, an initiative of the State Government of
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Cear4, is considered a successful case. Its main goal is to bring science, technology, and innovation closer to the real
demands of public agencies, contributing to improve public services and the quality of life of citizens [6].

One of the results of this program is the Big Data Fortaleza (BDF) platform, a software solution designed to provide
dashboards to support public decision-making at the Fortaleza City Hall [4, 9].

In a similar context, the Ceara State Treasury Department (SEFAZ-CE)!, responsible for collecting the main state
taxes and for budgetary and accounting control of the state’s public institutions, has also received the Chief Scientist
Program. The initiative resulted in the project called Software and Data Quality Platform at SEFAZ (which we call
QualiData), which aims to provide greater quality control through dashboards [5].

Due to the similarity between the BDF platform and the QualiData platform, the project team adopted Software
Reuse practices, which involve the process of developing new systems from existing software artifacts, rather than
building them entirely from scratch [11]. In essence, reuse entails using previously developed components, models, or
documents to optimize the development of new systems. The benefits of reuse practices include faster delivery, cost
reduction, and reduced defects [11]. Therefore, the QualiData project requirements engineering team chose to reuse,
initially manually, the BDF’s requirements in order to speed up the delivery of new increments.

Initially, the team adopted a manual reuse approach. However, manually adapting the previously specified BDF
requirements to the SEFAZ context required considerable analysis and reformulation by the requirements engineers.
This was primarily due to the difference in documentation formats: the BDF requirements were documented as Use
Cases (UCs), whereas the SEFAZ project required them as User Stories (USs), the standard artifact in the SEFAZ method.

To optimize this process, after manual specification, the team began investigating the potential of Large Language
Models (LLMs) to support and partially automate the reuse of requirements across platforms with similar characteristics.
The proposal of this platform may extend to other government agencies, and, therefore, the demand for reuse may
resurface. To this end, specific prompts were tested based on strategies such as Role-Prompting and Chain-of-Thought,
automatically transforming requirements (Use Cases) into User Stories, considering the SEFAZ context.

Thus, this research question focuses on: To what extent can an LLM automate requirements reuse for a new context?
The objective of this paper is to compare two approaches to requirements reuse: (i) manual reuse, conducted by human
experts, and (ii) automated reuse assisted by an LLM, more specifically ChatGPT, based on the same set of requirements
extracted from a real platform as a basis. The comparison considers criteria such as precision, recall, human effort

required, and quantity of reused information.

2 Background and Related Work

ChatGPT is a conversational agent powered by Large Language Models (LLMs) from the GPT (Generative Pre-trained
Transformer) family, developed by OpenAI?. Its most recent version is based on GPT-4, which introduces significant
advancements across diverse domains.

In Requirements Engineering (RE), LLMs have been widely adopted due to the nature of requirements, which are
mostly expressed in natural language. Several studies highlight the potential of these models in several tasks of RE.

For instance, Ataei et al. [1] propose a framework leveraging LLMs to generate simulated users, thereby enabling
the exploration of a broader spectrum of needs and unforeseen use cases. Ronanki et al. [8] investigate the use of
prompt engineering to determine the most suitable prompt patterns for classification of requirements as functional
or non-functional and requirements traceability. Rawson et al. [7] propose a framework that employs ChatGPT to

Uhttps://www.sefaz.ce.gov.br/
https://openai.com/index/chatgpt/?utm
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generate acceptance criteria for user stories, using prompts that define the LLM’s role as a software engineer and
provide knowledge about the organizational context for the product under development.

Although it has a different goal, this work is the one most closely related to ours, as it also deals with acceptance
criteria and user stories. Our focus, however, is specifically on Requirements Reuse, which Wiegers [11] considers a
good practice within requirements elicitation. To the best of our knowledge, no studies have yet presented evidence of
LLM use for reuse in real-world development projects.

According to Wiegers [11], there are three dimensions of requirements reuse. The first is the Extent of Reuse, which
concerns the amount of material being reused, ranging from reusing only requirement statements to attributes, data
dictionaries, and other associated artifacts such as prototypes, code, and test cases. The second dimension is the Degree
of Modification, which refers to whether reused requirements are applied as-is or undergo changes in their attributes
to fit a new context. Such modifications can also extend to their associated artifacts. The third and final dimension is
the Reuse Mechanism, which includes approaches such as direct copying, use of reusable requirements libraries, or
referencing original sources.

Thus, LLMs have great potential to automate the practice of requirements reuse, which involves using existing
material and, when necessary, adapting it to new contexts to generate new requirements. LLMs operate more effectively
when provided with prompts containing richer inputs and contextual information. Indeed, there are several prompting
strategies designed to provide more detailed context, such as Chain-of-Thought, which encourages the model to make
its reasoning explicit step by step; One-shot or Few-shot Prompting, where input—output examples are provided to
guide the desired response; and Role Prompting, which defines a specific role for the model, contextualizing its behavior

for the task. These strategies contribute to improving the quality, consistency, and accuracy of LLM responses [3].

3 Big Data Fortaleza and QualiData Projects

Big Data Fortaleza (BDF) is a governmental data integration platform designed to consolidate information from
multiple municipal systems and present strategic indicators through dashboards to support decision-making by public
administrators of the Fortaleza city government [10] [2].

The requirements for BDF are documented using the Use Case model, resulting in a backlog of 63 UCs. Examples
of use cases are: Indicator CRUD, which allows the user to create, read, update, and delete indicators on a monitoring
dashboard, and Inspection Rules CRUD, which allows the maintenance of logical rules so that users can be warned of
possible trends in the data. BDF actors were defined based on the platform’s needs, including Data Scientists, Managers,
and Administrators.

The template used to specify the UCs includes the following fields: identifier (UC000), title, version history, objective,
priority, requirements, mockups, precondition, postcondition, actors, basic flow, alternative flows, exception flows,
business rules, acceptance criteria, and attribute specification.

With the same objective of data integration and indicator visualization, the QualiData was proposed to support
data governance and software quality management within the Cear4 State Finance Department. The platform aims to
centralize quality-related information, indicators, and metadata from multiple information systems to enable monitoring
and analysis of system compliance, consistency, and evolution. The project began in November 2024 and is still ongoing.

The QualiData platform requirements team was asked to document the requirements using a new template, different
from the one adopted by the BDF system. This new template is structured to ensure standardization and traceability,
and it includes a Unique identifier (e.g., US000) for story identification, a Title that clearly defines the user story,

and a Version history containing the version number, date, description of changes, and the responsible party. It also
Manuscript submitted to ACM
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comprises a Card, providing a concise description of the story following the format “As [user type], I want [feature] so
that [goal],” as well as the identification of Epics and related features.

Additionally, the template specifies the Preconditions that must be satisfied for the story to be executed, the
Business rules representing applicable constraints, and the Acceptance criteria describing step by step how the
functionality should behave. Supporting artifacts are also included, such as links to Diagrams (Unified Modeling
Language — UML) and associated Prototypes. Finally, the template contains an Attribute specification, presented as
a table detailing the attributes present in each user story.

In the quality platform, the actors, defined by access profiles, were adapted to the new context during reuse. This
group includes the Quality Analyst (equivalent to a data scientist), the Manager, the Team, the Administrator, and the
System. The system executes automated actions; the Quality Analyst is responsible for functions that require greater
technical knowledge of data; general functions are accessible to all users, who were defined as a profile called Team;
and the Administrator has full permissions over the platform. Therefore, it is possible to notice the similarity between

the projects’ requirements and actors, leading the team to decide to explore requirements reuse.

4 Method

The method comprises five sequential steps: (i) Manual User Story Specification; (ii) Use Cases Selection; (iii) Prompt
Definition; (iv) ChatGPT User Story Generation; and (v) Manual and ChatGPT User Stories Comparison. This study
was conducted as an academic research initiative motivated by the effort required for manual requirements reuse
during the QualiData project, with collaboration limited to access to project artifacts—such as use cases and user story

templates—without direct practitioner involvement in the experimental design or execution.

4.1 Manual User Story Specification

Requirements were initially specified manually using user stories, based on use cases from the BDF platform. This
process aimed to reduce requirements development effort by reusing existing artifacts. A substantial set of BDF use
cases was analyzed and adapted to the user story format, including changes to documentation structure, terminology,
and interface prototypes to fit the QualiData context and its Design System.

Elicitation activities were conducted through semi-structured interviews and focus groups to identify stakeholder
needs, limitations of existing technologies, and desired platform features. The QualiData project followed the Scrum
model with two-week sprints, producing an average of 8.8 user stories per sprint. In total, 53 user stories were manually
reused by four requirements analysts, highlighting the potential benefits of automating the reuse process.

All activities related to requirements reuse, prompt design, user story generation, and analysis were conducted

exclusively by the researchers, without participation from the software development team.

4.2 Use Cases Selection

To explore the use of LLMs, seven BDF use cases were selected as reference. These use cases belonged to the Inspection
Rules (IR) module and covered functionalities such as creation, editing, deletion, visualization, search, filtering, and
execution. This set was chosen due to its higher functional complexity, providing a realistic and challenging scenario

for comparing manually specified and automatically generated user stories.
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4.3 Prompt Definition

A transformation prompt was defined as a formal and controlled instruction for the language model (GPT-5), following
a Guided Chain-of-Thought strategy. The prompt design included: (i) the full BDF use case text and a standardized
user story template; (ii) contextualization of the requirements engineer’s role; (iii) instructions for extracting relevant
elements from the use case; (iv) semantic and terminological adaptation rules; and (v) guidance to preserve the original
intent of the requirements.

An initial simplified prompt configuration revealed inconsistencies and partial misalignment with the target platform.
Based on these observations, the prompt was iteratively refined to improve consistency, remove platform-specific
concepts, adapt actor nomenclature, and constrain generated fields. Although originally written in Brazilian Portuguese,

the prompt structure is presented in English for clarity and reproducibility.

4.4 ChatGPT User Story Generation

Using the refined prompt, GPT-5 automatically generated user stories based on the provided use cases and template.
The model interpreted the adaptation rules and reorganized the content into a standardized agile format, including
business rules, acceptance criteria, and attribute specifications. This approach ensured semantic alignment with the

original BDF use cases, preserved traceability between artifacts, and minimized the need for manual textual rework.

4.5 Manual and ChatGPT User Stories Comparison

To avoid bias, the input dataset (BDF use cases, adaptation rules, and user story template) was strictly separated from
the evaluation dataset, which consisted of manually specified user stories. The generated user stories were compared to
the manual ones using BERTScore, which evaluates semantic similarity through precision, recall, and F1 metrics based
on contextual embeddings.

The F1-score was adopted as the primary metric, as it balances precision and recall and provides a comprehensive
similarity measure. In addition, a manual analysis was performed to compare the average specification time and the
number of business rules and acceptance criteria identified in both versions, allowing assessment of not only textual

similarity but also the impact of LLM support on the requirements specification effort.

5 Results and Discussion

Table 1 presents the results from manual and GPT analysis between the two versions of USs documents. Regarding the
specification effort, the manual approach took on average more than 1 month, while the ChatGPT approach took on
average 30 seconds, as expected.

Regarding Business Rules (BR), the manual approach obtained a greater number of rules in two USs (Create IR and
Edit IR). ChatGPT approach had a greater number in four USs (List IR, Delete IR, Enable/Disable IR). Both approaches
obtained the same number of rules in the Execute IR Manually US.

Regarding Acceptance Criteria (AC), the manual approach obtained a greater number of criteria in two USs (Create IR
and Execute IR manually). ChatGPT approach had a greater number in five USs (List IR, Edit IR, Delete IR, Enable/Disable
IR and View IR).

Table 2 presents the average values of precision, recall, and F1 for each verified user story, as well as the overall

mean of all texts. According to Zhang et al. [12], the scores for the precision, recall, and F1 measures of the BERTScore
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Table 1. Manual Analysis of Inspection Rules USs

User Story Manual Specification Period BR (Man.) BR (GPT-5) AC (Man.) AC (GPT-5)
Create IR 26 Mar - 30 May 8 5 11 5
List IR 27 Mar - 30 May 4 8 3 6
Edit IR 28 Mar - 22 May 8 2 4 7
Delete IR 29 Mar - 21 May 0 3 3 5
Enable/Disable IR 31 Mar - 21 May 0 3 3 4
View IR 03 Apr - 30 May 5 6 3 7
Execute IR Manually 01 Apr - 30 May 3 3 7 5

Source: Prepared by the authors (2025). This table presents the data from a manual analysis performed by the authors, in which we counted the quantity
of Business Rules (BR) and Acceptance Criteria (AC) in both versions (manual and GPT-5-generated).

Table 2. Similarity metric results between the User Stories of the Inspection Rules

User Story Precision Recall F1

Register IR 0.6694 0.6363 0.6515
List IR 0.5863 0.6238 0.6025
Edit IR 0.6489 0.6401 0.6409
Delete IR 0.5424 0.5907 0.5645
Enable/Disable IR 0.5138 0.5563 0.5327
View IR 0.7029 0.7448 0.7222
Execute IR Manually 0.6552 0.6828 0.6681
Mean 0.6170 0.6393 0.6261

Source: Prepared by the authors (2025). This table presents the performance metrics of the automatic comparison process between the generated user
stories and the manual versions. The values of precision, recall, and F1 represent, respectively, the proportion of correctly identified matches, the
coverage over the real matches, and the harmonic mean between both.

metric range from 0 to 1, where 1 indicates that the generated text is fully similar to the reference text, and 0 indicates
that they are completely different.

Results indicated that all ChatGPT generated USs have similarity with the manually specified ones, maintaining
averages above 0.50. The story Enable/Disable IR obtained the lowest averages, with a precision of 0.5138, recall of
0.5563, and F1 of 0.5327. On the other hand, View IR achieved averages above 0.70, with a precision of 0.7029, recall of
0.7448, and F1 of 0.7222, being the US that presented the highest similarity.

From implemented code, it was possible to calculate the overall mean of each metric: precision, recall, and F1. The
texts of the seven compared user stories obtained averages above 0.60, indicating a good level of similarity. These results
highlight how tools based on LLMs, such as the GPT-5 used in this study, can facilitate the reuse of requirements.

Therefore, this study provided evidence to answer the question: to what extent can an LLM automate requirements
reuse for a new context? We could observe that a LLM such as ChatGPT can significantly reduce the effort of reusing
requirements from one platform to another. It was also possible to see that the LLM brought a greater amount of
information in most of the USs, indicating the model’s ability to infer additional rules and detail implicit scenarios. This
variation shows that Al tends to expand when it detects opportunities for generalization or functional augmentation.

Although the precision and recall values may appear moderate, they reflect the complexity of comparing free-text
user stories. To contextualize these results, the same task was also performed by a human baseline, which achieved
values of the same order of magnitude. This suggests that the observed variability is inherent to the requirements

specification process rather than a specific limitation of the LLM-based approach.
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However, it was observed that some information was repeated between sections, mainly in the business rules and
acceptance criteria, making the description somewhat repetitive, as shown in the document® US - List IR (repeated
information is in bold). This type of redundancy also existed in the attribute table, which included a specific field to

indicate the character limit, but this information was repeated in the business rules.

6 Conclusion and Future Work

This paper presented an exploratory study about requirements reuse for platforms developed in the context of Brazilian
public administration. Seven user stories were used to compare manual and chatGPT approaches. The results showed
that although the generated stories still require adjustments, such as the removal of repeated information, chatGPT,
through the created prompt, presents a great gain in human effort for the reuse of information.

Future work aims to expand the analysis to other modules and application contexts, and to test new prompting

strategies that can improve the quality of the generated results. Also, the study aims to explore prompts in other LLMs.
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